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Xiao et al. Efficient Streaming Language Models with Attention Sinks. 2023.
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Xiao et al. Efficient Streaming Language Models with Attention Sinks. 2023.
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Xiao et al. Efficient Streaming Language Models with Attention Sinks. 2023.
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1. Compute similarity
between chunks and
guestions to find context(s)

2. Combine question and
context(s) into a prompt
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Xu et al. Retrieval meets Long Context Large Language Models. 2023.
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Chen et al. Walking Down the Memory Maze: Beyond Context Limit through Interactive Reading. 2023.
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Retrieve-
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Multi-Hop
DSP Program
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[ How many storeys are in the castle David Gregory inherited? J

LM: Castle Gregory has three storeys.

RM: “St. Gregory Hotel is a nine-floor boutique hotel in D.C...”

LM: St. Gregory Hotel has nine storeys.

LM: “Which castle did David Gregory inherit?”

RM: “David Gregory inherited Kinnairdy Castle in 1664...”
LM: “How many storyes does Kinnairdy Castle have?”

RM: “Kinnairdy Castle is a tower house, having five storeys...’

LLM: Kinnairdy Castle has five storeys.

X Hallucinates
a fictitious castle

X Retrieves a
different building

v

]
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Khattab et al. Demonstrate-Search-Predict. 2022
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Beltagy et al. Longformer: The Long-Document Transformer. 2020



-
# Al iz & 2 AU

—

% KZI‘ \jj -> J%S‘I-:IZB-F%J

. f5ltN: Reformer
. G Mokendtihash
 hash{BfBWTRYHEE X E

B

- FE: MIBEIEORI, RKERS
- £/ BRI, BalFEIEREI

EEORIEE

Kitaev et al. Reformer: The Efficient Transformer. ICLR 2020

Sequence "

of queries=keys

seuckeing [T RO O I T

Sort by LSH bucket

Chunk sorted
sequence to
parallelize

Attend within
same bucket in

wevouschonk I -

[

[

[




-
# Al iz & 2 AU

- SEETES > B+ 2
- [F8B: fhiEsiEaRl, IR
- £F: BRI, BalFEIERI

ABER

\
Xpt

—\—

° AL%B&{EE&ZKJE
« 0(n?) —> 0(nynd) or O(nlogn d) or 0(nd)

°Nn /TEIL:\SZZIS'L(JX: d /_\EE j(/J\

L




-
# gh Al i & 2 A LONGNET

- ERNERIERIR:
Attention allocation decreases exponentially as the distance between tokens grows.

» E2RE 0(nd), HEC LAY &R billion

LT

IEEEE N 15 5 A I -
R N
Segment Length: 4 Segment Length: 8 Segment Length: 16
Dilated Rate: 1 Dilated Rate: 2 Dilated Rate: 4

29

Ding et al. LONGNET: Scaling Transformers to 1,000,000,000 Tokens. 2023
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Chen et al. Extending Context Window of Large Language Models via Positional Interpolation. 2023.
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Chen et al. Extending Context Window of Large Language Models via Positional Interpolation. 2023.
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https://www.reddit.com/r/LocalLLaMA/comments/141z7j5/ntkaware scaled rope allows llama models to have/
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Xiong et al. Extending Context Window of Large Language Models via Positional Interpolation. 2023.
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Title: Ghostbusters II
Question: How is Oscar related to Dana?
Answer: her son

Summary snippet: ...Peter’s former girlfriend
Dana Barrett has had a son, Oscar. ..

Story snippet:
DANA (setting the wheel brakes on the buggy)
Thank you, Frank. I'll get the hang of this eventually.

She continues digging in her purse while Frank leans
over the buggy and makes funny faces at the baby,
OSCAR, a very cute nine-month old boy.

FRANK (to the baby)
Hiya, Oscar. What do you say, slugger?

FRANK (to Dana)
That’s a good-looking kid you got there, Ms. Barrett.

NarrativeQAFE {7
59

Kodisky et al. The narrativega reading comprehension challenge. TACL 2018
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Qasper.

GovReport,

Title and Abstract

Quasar: Datasets for Question Answering by
Search and Reading

Abstract We present two new large-scale
datasets aimed at evaluating systems designed
to comprehend a natural language query and
extract its answer from a large corpus of text.
The QUASAR-S dataset consists of 37000 cloze-
style (fillin-the-gap) queries constructed from
definitions of software entity tags on the popular
website Stack Overflow. We evaluate several
baselines on both datasets, ranging from simple
heuristics to powerful neural models, and show
that these lag behind human performance by
16.4% & 32.1% for Quasar-S and -T respectively.

R

___________________________________

Question and Answer

Q. Which retrieval system was used for
the baselines?

A: The dataset comes with a ranked
set of relevant documents. Hence the
baselines do not use a retrieval
system.

Evidence paragraphs

3 Dataset Construction Each dataset consists of
a collection of records with one QA problem per
record. For each record, we include some
question text, a context document relevant to
the question, a set of candidate solutions, and
the correct solution.

each record consists of a list of ranked and
scored pseudodocuments relevant to the
question.

3.2 Context Retrieval The context document for

4.4 Results

Several baselines rely on the retrieved
context to extract the answer to a
question. For these, we refer to the
fraction of instances for which the correct
answer is present in the context as Search
Accuracy. The performance of the baseline
among

these instances is referred to asthe
Reading Accuracy.

Qasperf+15
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- ERHUESE: LCC. RepoBench

XA

format_sql/test_parser.py

Y

# Path: format_sql/parser.py
# def _parse_identifier(toks):

# count = @

#

# if _match(toks, [(Token.IDENTIFIER, Token.STR, Token.NUMBER)]):
# if toks[8]._type == Token.IDENTIFIER:
# cls = Identifier

# elif toks[@]._type == Token.NUMBER:

# cls = Number

#

# value = cls(toks[@]._value)

# count += 1

#

# alias, j = _parse_alias(toks[count:])
# count +=

# value.as_ = alias['as’]

# value.alias = alias['alias']

#

# return value, count

#

# raise InvalidIdentifier(toks)

#

# def parse(toks):
for statement, unused_count in _parse(toks):
yield statement

class Token:
AS = 'AS'
ASC = 'ASC’

#
#
#
# Path: format_sql/tokenizer.py
#
#
#

normalized = value.split()[-1].upper() X~ o
if normalized == 'JOIN': ~
return Token.JOIN ~a

%R R

return None e

# Path: tests/test_parser.py
import pytest
from format_sql.parser import _parse_identifier, parse -

from format_sql.tokenizer import Token _ _ — —=——"
@pytest.mark.parametrize(('tokens', 'expected_value', 'expected_count'), [

def test_parse_identifier(tokens, expected_value, expected_count):

result, count = _parse_identifier(tokens)

RepoBench#: 44

format_sql/parser.py

def _parse_identifier(toks):
count = @

if _match(toks, [(Token.IDENTIFIER, Token.STR
if toks[@8]._type == Token.IDENTIFIER:
cls = Identifier
elif toks[@]._type == Token.NUMBER:
cls = Number

value = cls(toks[@]._value)
count += 1

alias, j = _parse_alias(toks[count:])
count += j
value.as_ = alias|'as']

value.alias = alias['alias']
return value, count
raise InvalidIdentifier(toks)
def parse(toks):

for statement, unused_count in _parse(toks):
yield statement

format_sql/tokenizer.py

class Token:

AS = 'AS'

ASC = 'ASC'
THEN = 'THEN'
ELSE = 'ELSE'

def __init__(self, token_type, token_value):

@staticmethod
def get_token(value):
normalized = value.split()[@].upper()

if normalized in TOKEN_RES.keys():
return normalized

normalized = value.split()[-1].upper()
if normalized == 'JOIN':
return Token.JOIN

return None
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- 5I2: Bah&EpkK=key-value pair, EktEEIREIZGEKey T AIvalue

line torpid-kid: REGISTER_CONTENT is <24169>

line moaning-conversation: REGISTER_CONTENT is <10310>

line tacit-colonial: REGISTER_CONTENT is <14564>
What is the <REGISTER_CONTENT> in line moaning-conversation?

K H LongEval it FE A 64

https://aithub.com/stunningpixels/lou-eval https://Imsys.ora/bloa/2023-06-29-longchat/
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Extrapolation for

55 Models Trained on 1024 Tokens
A s . = ! Sinusoidal
. BTERABRE, R A Sinsoid
o TS5 Bias
------- ALiBi

. BERNEEAEEK AN

Perplexity (<)
(V)
n

[\
()

- TRt S TS EIRA W ——

1024 4000 8000 12000 16000
Inference Input Tokens

L o _|

Press et al. Train Short, Test Lonq: Attention with Linear Biases Enables Input Length Extrapolation. ICLR 2022
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Question: Ralph Hefferline was a psychology professor

at a university that 1s located 1n what city?

Evidence Chain: Ralph Hefferline -> Columbia University
P1: Ralph Hefferline P2: Columbia University

Ralph Franklin Hefferline Columbia University is a private
was a psychology professor at Ivy League research university in
Columbia University. Upper Manhattan, New York City.
>k H Hotpot QA AT 4 67
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- (ERIEER (LongChat-Lines, Passage Retrieval in LongBench)

* 1T#Y (Space Digest in ZeroSROLLS, Passage Count in LongBench)
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ZeroSCROLLS Tel Aviv University. Meta G A EE
L-Eval 2 HRY FAETEI 2P 1
LongBench EESyNE 5 NHSUAESS
BAMBOO FE N RK R G B g G
S3Eval TR H sh RIEPINIEIESS
M4LE B ORY BN AN [RIRLE B R07E AR
LooGLE 1658 N T8 et 7B Z FE AR AT 55
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ZeroSCROLLS (TAU, Meta)

* SIANFNFRIERAESS: TTHEFNEREF
Dataset Task Domain Metric Avg #Words
GovReport (Huang et al., 2021) Summarization Government ROUGE 7,273
SummScreenFD (Chen et al., 2022) Summarization TV ROUGE 5,663
QMSum (Zhong et al., 2021) QB-Summ Meetings ROUGE 10,839
SQuUALITY (Wang et al., 2022) QB-Summ Literature ROUGE 4,971
Qasper (Dasigi et al., 2021) QA Science F1 3,531
NarrativeQA (Kocisky et al., 2018) QA Literature, Film  F1 49,384
QuALITY (Pang et al., 2022) MC-QA Literature, Misc  Accuracy 4,248
MuSiQue (Trivedi et al., 2022) QA Wikipedia F1 1,749
SpaceDigest (New) Aggregation Reviews ES 5,481
BookSumSort (New) Aggregation Literature Ciax 6,840

L

2 |

Shaham et al. ZeroSCROLLS: A Zero-Shot Benchmark for Long Text Understanding. 2023.
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Dataset Question-style Domain Avglen Maxlen
Closed - Ended Tasks
TOEFL Multiple choice English test 3,907 4,171
GSM(16-shot)!  Solving math problems In-context examples 5,557 5,638
QuALITY ¥ Multiple choice Gutenberg 7,169 8,560
Coursera™ Multiple choice Advanced courses 9,075 17,185
TopicRet' Retriving topics Conversation 12,506 15,916
SFcition™ True or False Questions Scientific fictions 16,381 26,918
CodeU™ Deducing program outputs Python Codebase 31,575 36,509
Open - Ended Tasks
MultiDoc2Dial  Goal-oriented dialogues Grounded documents 3,905 7888
Qasper QA on papers NLP papers 5,019 6,547
LongFQA* QA on earning call Finance 6,032 7824
NQ QA from Google Search Wikipedia 23,698 47,726
CUAD Extracting key information Law 30,966 68,625
NarrativeQA QA on narratives Gutenberg 62,335 210,541
Multi-News Multi-doc Summarization Multiple News articles 7,320 19,278
GovReport Single-doc Summarization Government reports 7,495 27,128
BigPatent Single-doc Summarization Lengthy patents 7,718 12,867
SummScreen Transcripts Summarization TV series transcripts 10,688 14,544
Openreview! Paper writing & reviewing Papers from Openreview 11,170 33,303
QMSum Query-based summarization = Meeting transcripts 16,692 33,310
SPACE! Aspect-based summarization Reviews on Hotels 19,978 22,158

An et al. L-Eval: Instituting Standardized Evaluation for Long Context Lanqguage Models. 2023.
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« SINRIBFI LT EIES, B8R MHES
» LongBench-EF&: XAEYIRNKE DT

1000
Single-Doc QA: 750 Language

English
Chinese

Code: 1000

800

600 =

Count

Multi-Doc QA: 800

Synthetic: 600 400

200 -EEEEHEE

Summarization: 600 II
Few-shot: 800 0 o | III- _______ _

0 10000 20000 30000 40000
I Length I

Bai et al. LongBench: A Bilingual, Multitask Benchmark for Long Context Understanding. 2023.
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Yom e i Ve v ==
* =7 ZOZBL—EIE-JZI'E IE*@@ Dataset #Len #Example Metric  Domain
ikﬁ 5, ﬁ%’ﬁﬁ ¢|51_5;j|-<b AltQA 2297/8320  200/200  accuracy Wikipedia
PaperQA 2330/4866 40/40 accuracy Paper
MeetingQA 2195/7951  100/100  accuracy  Meeting
« U7 "V Ef" BFEE SenHallu 2297/4619  200/200  P/R/F1 Paper
AbsHallu 2415/4699  200/200 P/R/F1 Paper
ShowsSort 2046/4506  200/200 CI TV Shows
ReportSumSort 3753/8309  150/150 CI Reports
ShowsPred 1771/3641  100/100  accuracy TV Shows
MeetingPred 2960/9313  100/100  accuracy = Meeting
PraviteEval 1701/3376  152/152  pass@1 Code

Dong et al. BAMBOO: A Comprehensive Benchmark for Evaluating Long Text Modeling Capacities of Large Language
I Models. 2023. 75
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L
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- NFIB. 18<. W

ZHHMAIESQLEIES

L

ke
Table Size Answer Location ~% Large Language
Header Config SQL Keyword  >,<,=,+,-, %,/ sat, Condition Location V3% Models
Row Uniqueness SQL Length IN, LIKE, Multi-step, Answer Number
Cell Length Coverage AND, OR CoT Answer Distance
...... Calculate Times COUNT, MAX, .
............ Evaluation
4 @ Ooo € Long-Context
" Understanding
" € Reasoning Ability
Name Gender Age Hobby Height
Katie = female = 15 Football 160 Diagnostic
SELECT Name FROM w WHERE Age < 18 AND Zero-shot @ Characteristics
loshua female 15 Tennis 156 Height > 163 —— of LLMs
Natalie  male 21 Basketball 187 SELECT MAX(Age) FROM w WHERE Gender = 'male’ € Flaws of LLMs
Mark male 18 Badminton 179 SELECT Hobby FROM w GROUP BY Gender HAVING
MAX(Height) < 17@ ORDER BY Age DESC LIMIT 1
Teressa female 16 Golf 164

76

Lel et al. S3Eval: A Synthetic, Scalable, Systematic Evaluation Suite for Large Language Models. 2023.
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Explicit Single-Span

CHAPTER I On a hill by the
Mississippi ... For months no
male emerged from the

mass. ...

CHAPTER II It was a frail and
blue and lonely Carol who....

CHAPTER X ...said Kennicott,
as he unpacked his suit-case. ...

Summarize CHAPTER 1.

Models. 2023.

Semantic Single-Span

CHAPTER I On a hill by the
Mississippi ... For months no
male emerged from the

mass. ...

CHAPTERII It was a frail and
blue and lonely Carol who....

CHAPTER X ...said Kennicott,
as he unpacked his suit-case. ...

Summarize the chapter about
Carol.

ZhE. 28

MA4LE (& X, #4)

ERXRER: BRER.
A3 (ESS

Explicit Multi-Span

CHAPTER I On a hill by the
Mississippi ... For months no
male emerged from the

mass. ...

CHAPTER II It was a frail and
blue and lonely Carol who....

CHAPTER X ...said Kennicott,
as he unpacked his suit-case. ...

Summarize the first and the
last chapters.

Multi-Ability

Semantic Multi-Span

CHAPTER I On a hill by the
Mississippi ... For months no
male emerged from the

mass. ...

CHAPTER II It was a frail and
blue and lonely Carol who....

CHAPTER X ...said Kennicott,
as he unpacked his suit-case. ...

Summarize the chapters about
Carol as well as Kennicott

MALE

Global Span

CHAPTER I On a hill by the
Mississippi ... For months no
male emerged from the

mass. ...

CHAPTER II It was a frail and
blue and lonely Carol who....

CHAPTER X ...said Kennicott,
as he unpacked his suit-case. ...

Summarize the whole article.

Kwan et al. M4ALE: A Multi-Ability Multi-Range Multi-Task Multi-Domain Long-Context Evaluation Benchmark for Large Language l
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» SHINKIEEKEIYESS
HEISKHIHImAKE (19,367i7)

Human Annotated
Long Dependency Evidence

S —

Long Context
LLMs

— BV " EE—

53k tokens, 29 pages Latest Long Document

L

loogLE,

Human Annotated
Long Context Understanding Tasks

Summarization
Please generate a
summary of the
below paper.

Timeline
Reorder the
timeline of below
events

Computation
How many years/
days/people of .. ?
How much .. ?

Multiple IR
what are places
/plans of .. ?
How many times/
versions of .. 7?7

Comprehension &

Reasoning
what’s the reason
/cause/attitude
towards .. ?
why necessary
/change .. ?

/8

Li et al. LooGLE: Can Long-Context Lanquage Models Understand Long Contexts?. 2023.
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o BEEANTALTREE (L-Eval, LongBench)
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Xiao et al. Efficient Streaming Language Models with Attention Sinks. 2023.

Chevalier et al. Adapting Language Models to Compress Contexts. 2023

Xu et al. Retrieval meets Long Context Large Language Models. 2023.

Chen et al. Walking Down the Memory Maze: Beyond Context Limit through Interactive Reading. 2023.

Khattab et al. Demonstrate-Search-Predict. 2022

Beltagy et al. Longformer: The Long-Document Transformer. 2020

Kitaev et al. Reformer: The Efficient Transformer. ICLR 2020

Ding et al. LONGNET: Scaling Transformers to 1,000,000,000 Tokens. 2023

Chen et al. Extending Context Window of Large Language Models via Positional Interpolation. 2023.

Xiong et al. Extending Context Window of Large Language Models via Positional Interpolation. 2023.

Press et al. Train Short, Test Long: Attention with Linear Biases Enables Input Length Extrapolation. ICLR 2022.
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